
 

 

 

IMPROVING RESILIENCE TO EMERGENCIES THROUGH  

ADVANCED CYBER TECHNOLOGIES 

Report on design of the Big Data 
Architecture, Linked Data & Semantic 

Structure 
Deliverable ID D2.3 

Work Package Reference WP2 

Issue 1.0 

Due Date of Deliverable 30/09/2016 

Submission Date 10/10/2016 

Dissemination Level1 PU 

Lead Partner POLITO 

Contributors POLITO, CELI, ISMB, GEOVILLE 

Grant Agreement No 700256 

Call ID H2020-DRS-1-2015 

Funding Scheme Collaborative 

 

I-REACT is co-founded by the Horizon 2020 Framework Programme of the European Commission 

under grant agreement n. 700256 

                                                      

1 PU = Public, PP = Restricted to other programme participants (including the Commission Services), 

   RE = Restricted to a group specified by the consortium (including the Commission Services), 

   CO = Confidential, only for members of the consortium (including the Commission Services) 
 



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 2 of 63 
 

 

Prepared by Reviewed by Approved by 

P. Garza, A. Bosca C. Rossi & F. Scullino F. Dominici 

 

Issue Date Description Author(s) 

0.1 02/09/2016 First draft of the deliverable P.Garza, A. Bosca 

0.2 27/09/2016 Reviewed C. Rossi, F. Scullino, W. 

Stemberger 

0.5 27/09/2016 Added GeoServer analysis and validation 

of selected GIS solution. Ontology 

extended 

P.Garza, W. Stemberger, 

A.Bosca 

1.0 10/10/2016 First issue of the deliverable P.Garza, A. Bosca 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 3 of 63 
 

 

TABLE OF CONTENTS 

1 INTRODUCTION ........................................................................................................................ 6 

1.1 Purpose of the Document ................................................................................................. 6 

1.2 Structure of the Document ............................................................................................... 6 

1.3 Acronyms list .................................................................................................................... 7 

1.4 Reference and applicable documents ............................................................................... 7 

2 INTRODUCTION TO BIG DATA AND GEOSPATIAL DATA........................................................... 11 

2.1 Introduction to Big Data .................................................................................................. 11 

2.2 Introduction to Geospatial Data ...................................................................................... 12 

2.2.1 Popular GIS file formats ......................................................................................... 12 

2.2.1.1 GeoJSON .......................................................................................................... 13 

2.2.1.2 Shapefile ........................................................................................................... 13 

2.2.1.3 GeoTIFF ............................................................................................................ 14 

3 BIG DATA FRAMEWORKS, DATABASES WITH GEOSPATIAL FEATURES AND MAP SERVER ....... 15 

3.1 Big Data Frameworks ...................................................................................................... 15 

3.1.1 Hadoop .................................................................................................................... 16 

3.1.1.1 GIS Tools for Hadoop ....................................................................................... 17 

3.1.1.2 SpatialHadoop ................................................................................................. 17 

3.1.2 Spark ....................................................................................................................... 18 

3.1.2.1 Magellan ........................................................................................................... 19 

3.1.2.2 GeoSpark .......................................................................................................... 19 

3.1.2.3 SpatialSpark ...................................................................................................... 19 

3.2 Databases with Geospatial Features ............................................................................... 20 

3.2.1 PostgreSQL/PostGIS ................................................................................................. 20 

3.2.2 Azure SQL Database ................................................................................................. 21 

3.2.3 MongoDB ................................................................................................................. 21 

3.2.4 DocumentDB ........................................................................................................... 22 

3.2.5 Comparison of Databases with Geospatial features ................................................. 23 

3.3 Map Server ..................................................................................................................... 27 



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 4 of 63 
 

3.3.1 GeoServer ................................................................................................................ 28 

3.3.1.1 Overview .......................................................................................................... 28 

3.3.1.2 Performance ..................................................................................................... 29 

4 BIG DATA ARCHITECTURE OF I-REACT .................................................................................... 31 

4.1 Operational/Online component of the Big Data Architecture .......................................... 32 

4.2 Analytics/Offline component of the Big Data Architecture .............................................. 33 

4.3 Selection of the technical solutions ................................................................................. 33 

4.3.1 Performance evaluation of Azure SQL ...................................................................... 34 

5 LINKED DATA AND SEMANTIC STRUCTURE ............................................................................. 38 

5.1 Introduction to Linked Data and Semantic Web .............................................................. 38 

5.2 Open Data and Linked Data............................................................................................. 40 

5.3 Linked Data in I-REACT .................................................................................................... 41 

5.4 Review of Available Semantic Solutions for Linked Data Staging and Exposition. ............ 42 

5.4.1 Contextual Linked Data Staging in I-REACT ............................................................... 45 

5.4.2 Triplestores Comparison .......................................................................................... 45 

5.4.3 I-REACT Triplestore Solution .................................................................................... 49 

5.5 Overview of Existing Semantic Resources in the Domain of Emergency Response .......... 50 

5.5.1 Related European Projects ....................................................................................... 51 

6 I-REACT SEMANTIC MODEL .................................................................................................... 53 

6.1 I-REACT Ontology ............................................................................................................ 53 

6.2 Semantic and Linked Data Layer ..................................................................................... 59 

6.2.1 Json-ld Format ......................................................................................................... 59 

6.2.2 Example of I-REACT Data as JSON-LD ....................................................................... 61 

6.2.3 GeoJSON and JSON-LD ............................................................................................. 62 

 

LIST OF FIGURES 

Figure 3-1: The GeoServer components and architecture .............................................................. 28 

Figure 3-2: GeoServer cluster setup with horizontal and vertical scalability behind a load balancer

 ..................................................................................................................................................... 30 

Figure 3-3: Clustered GeoServer data ............................................................................................ 30 



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 5 of 63 
 

Figure 4-1: Big Data Architecture: Building blocks. ........................................................................ 32 

Figure 4-2: Average response time with respect to Azure SQL Database configuration. ................ 35 

Figure 4-3: Average response time with respect to monthly price. ................................................ 36 

Figure 4-4: Average response time with respect to the number of reports in the database. .......... 37 

Figure 5-1 Semantic Mark-up Example .......................................................................................... 38 

Figure 5-2 Ontology/RDF Layers Example ...................................................................................... 39 

Figure 5-3 Linked Open Data Cloud ............................................................................................... 41 

Figure 5-4 Query Result as JSON-LD .............................................................................................. 44 

Figure 5-5 Queries per Second (QpS) for all triple stores for 10%, 50%, 100%, and 200% datasets. 46 

Figure 5-6 DBPedia SPARQL Benchmark (DBPSB) Scalability comparison ....................................... 47 

Figure 5-7 Performance Comparison ............................................................................................. 48 

Figure 5-8 GeoSpatial Queries response time ................................................................................ 49 

Figure 5-9: Emergency Response Resources by Subject Area. ........................................................ 50 

Figure 6-1 Ontology Top Level Concepts and their Relations ......................................................... 53 

Figure 6-2 Communication Process Detail ..................................................................................... 54 

Figure 6-3 Communication Actors ................................................................................................. 54 

Figure 6-4 Risk Management Phases ............................................................................................. 55 

Figure 6-5 ExchangedInfo details ................................................................................................... 56 

Figure 6-6 InField Report detailed view ......................................................................................... 56 

Figure 6-7 HazardEvent hierarchy ................................................................................................. 57 

Figure 6-8 Damage Type Hierarchy ................................................................................................ 57 

Figure 6-9 Damage Target Hierarchy ............................................................................................. 58 

Figure 6-10 Validation State, Degree, Importance, Quality ............................................................ 58 

Figure 6-11 Big Data Architecture (including RDF triplestore) ........................................................ 59 

Figure 6-12 @context: Mapping JSON properties to ontology elements........................................ 61 

Figure 6-13 @context for geoJSON................................................................................................ 62 

 

LIST OF TABLE 

Table 3-1: Qualitative comparison of the functionalities of the considered geospatial databases. 26 

Table 4-1: Azure SQL Database: list of considered service tiers. .................................................... 34 



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 6 of 63 
 

1 INTRODUCTION 

1.1 PURPOSE OF THE DOCUMENT 

The goal of this document is to provide a technical description of the following topics. 

 Introduction on the key concepts of Big Data and Geospatial data; 

 State-of-the-art on Big Data Frameworks, Databases with Geospatial features, and map 

servers; 

 Definition of the I-REACT Big Data Architecture, and of the main technological choices; 

 State-of-the-art on Linked Data and Semantic Structure, and selection of the I-REACT linked 

data technology;  

 Description of the I-REACT semantic model; 

 Draft the guidelines for linked data integration. 

1.2 STRUCTURE OF THE DOCUMENT 

The document is organized as it follows: 

 Chapter 1 is this introduction and description of the document itself; 

 Chapter 2 provides a high-level introduction to big data and the geospatial data (GIS data), 

with some basic definitions and descriptions; 

 Chapter 3 contains the analysis of the state of the art related to big data frameworks, 

databases with geospatial features, and map servers.; 

 Chapter 4 defines the Big Data Architecture that will be exploited by the I-REACT project, and 

presents the selection of the main technical choices; 

 Chapter 5 covers related work on linked data and semantic data structure. Open data are not 

discussed in this deliverable because they are covered by WP3; 

 Chapter 6 describes the I-REACT semantic model, and outlines the integration of linked data in 

the general architecture. 
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1.3 ACRONYMS LIST 

API  Application programming interface  

DBaaS  Database as a Service  

DTUs  Database Throughput Units  

EFAS  The European Flood Awareness System  

EFFIS  The European Forest Fire Information System  

E-GNSS  European Global Navigation Satellite Systems  

ESRI  Environmental Systems Research Institute  

GIS  Geographic Information System  

GML  Geography Markup Language  

HDFS  Hadoop Distributed File System  

NoSQL  Not only SQL   

OGC  The Open Geospatial Consortium  

RDBMS  Relational Database Management System  

YARN  Yet Another Resource Negotiator  

WKT  Well-Known Text  

WKB  Well-Known Binary  
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2 INTRODUCTION TO BIG DATA AND GEOSPATIAL DATA 

I-REACT aims at supporting emergency activities by exploiting heterogeneous and complementary 

geospatial data collected from multiple data sources, services and systems (e.g., the Copernicus 

Emergency Management Service, the European Flood Awareness System (EFAS), the European 

Forest Fire Information System (EFFIS), and the European Global Navigation Satellite Systems (E-

GNSS)). However, also geo-referenced user-generated content will be considered (e.g., tweets and 

geolocated reports from mobile devices and smart glasses).  
 

The data exploited in the I-REACT project has two main important features: volume (large 

amounts of data are collected and analysed) and geolocation/geographical information (almost all 

the data used in the I-REACT project are geospatial and geo-referenced data).  

To deal with big amounts of geospatial data, I-REACT will be based on a Big Data Architecture with 

geospatial functionalities. In the following subchapters, we recap the main characteristics of Big 

Data and geospatial data.  

2.1 INTRODUCTION TO BIG DATA  

Nowadays, extremely large amounts of data are continuously generated by many sources (i.e., 

sensors, mobile devices, satellites, social networks): they are commonly referred as Big Data, and 

can be profitably exploited to devise new data-driven services. However, the proper exploitation 

of Big Data is not a trivial task due to their characteristics. Specifically, traditional information 

systems are not able to cope with the five Vs of Big Data: Volume, Velocity, Variety, Veracity, and 

Value. Hence, in order to extract useful insights from Big Data, new frameworks, architectures and 

programming paradigms have been proposed in the last years and new ones are continuously 

being developed, at both research and industrial levels.  

The most common big data solutions are based on the MapReduce programming paradigm [RD01] 

and the Apache Hadoop [RD02] and Apache Spark [RD03] frameworks. NoSQL databases (e.g., 

MongoDB [RD04], DocumentDB [RD05]) are also frequently coupled with the above-mentioned 

big data frameworks to store large heterogeneous data. A detailed description of the main big 

data frameworks is reported in Chapter 3.1.  

The I-REACT project will collect, store, transform, and analyse big amount of geospatial data to 

support emergency management activities. Hence, a big data architecture, which is described in 

the Chapter 3.3, is needed.   
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2.2 INTRODUCTION TO GEOSPATIAL DATA 

Geospatial/geographical data are commonly available in many application contexts. Nowadays, 

thanks to the increasing availability of low-cost GPS receivers installed on mobile devices, a large 

amount of the collected data is geo-referenced, i.e., it is associated with a geographic 

information/geolocation. I-REACT will exploit this information to support emergency activities. 

Specifically, I-REACT will use geo-referenced data generated by external data sources and 

(emergency) services (e.g., the Copernicus Emergency Management Service [RD06] and the 

European Global Navigation Satellite Systems (E-GNSS) [RD07]) and the content generated by the 

users and stakeholders of I-REACT (e.g., messages, tweets, images). Hence, a geographical 

information system (GIS) is needed to collect, integrate, store and process geo-referenced data. 

The GIS-based applications are used to process geospatial data and visualize the results of the 

analyses on maps, associated with the most appropriate layers.  Data are stored in databases with 

geospatial features, which are specifically designed for efficiently storing and querying spatial data 

by means of ad-hoc data structures (e.g., spatial indexes). Points, lines, and polygons can be 

represented and queried by means of geospatial databases. In Chapter 3.2, we describe a set of 

databases with geospatial features that can be used to store and manage geospatial and geo-

referenced data. However, we first provide a description of standard file formats that are usually 

used by GIS to store and share geospatial data. Two commonly used standard formats are ESRI 

Shapefile [RD08] and GeoJSON [RD09]. These standards will also be used to represent the majority 

of the data collected and analyzed by the I-REACT project.  

2.2.1 POPULAR GIS FILE FORMATS 

A set of standard GIS file formats are used to encode geographical information, i.e., GIS data and 

maps. The GIS file formats are usually classified in two main categories: raster data formats (e.g., 

GeoTIFF [RD10]) and vector formats (e.g., GeoJSON and Shapefile).  The raster data formats 

represent geospatial data as a geo-referenced surface divided into a regular grid of cells (i.e., a 

matrix of cells). Each cell is associated with a value representing the information of interest (e.g., 

the elevation value if an elevation surface map is represented). Raster models are useful for 

storing values that varies continuously with a high resolution (the minimum granularity is given by 

the size of the areas associated with the cells), as in a satellite image or an elevation surface. 

Differently, the vector file formats represent the world using geo-referenced points, lines, and 

polygons (i.e., basic types of geometry). Each geometry type, represented in a vector-based file, is 

associated with a set of attributes describing it. For instance, a polygon describing a lake may be 

associated with the lake's depth or the water quality.   

Raster data file formats can have spatial inaccuracies due to the limits imposed by the cell 

dimensions and the generated files are potentially very large, depending on the enforced 

resolution, because all cells of the represented area are stored in the file. Differently the vector 

format, which represents the object as points, lines or polygons, is usually more accurate and 

generates smaller files because, for instance, it stores only the vertexes of a polygon and not all 
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the points in the area of the polygon.  Scaling operations are usually easier and more accurate 

when vector data formats are considered, whereas raster data formats are usually 

computationally less expensive to render than vector graphics.  

In the following, we describe the main characteristics of two well-known and frequently used 

standard vector data formats: GeoJSON and shapefile and one commonly used raster format: 

GeoTIFF.  Many of the data collected and processed by I-REACT will exploit these file formats. 

2.2.1.1 GEOJSON 

GeoJSON [RD09] is an open standard that is widely used for representing geographical objects, 

characterized by a shape corresponding to a geometry type (e.g., point, linestring, polygon, 

multipoint). In particular, GeoJSON is an extension of the JSON file format [RD11] commonly used 

for representing data, which enables the description of a variety of geographic data structures in a 

concise way, using the JSON syntax. The following geometry types are supported by GeoJSON: 

Point, LineString, Polygon, MultiPoint, MultiLineString, MultiPolygon, GeometryCollection, 

Antimeridian Cutting. 

Everyone of the mentioned geometry types defines the syntax to describe an array of values, 

which individuates the position of the object by means of the projected coordinate reference 

system or the geographic coordinate projected system. The geographic data must be inserted with 

respect to the [longitude, latitude] form, on WGS84 coordinates system.  

GeoJSON is a standard of the IETF [RD09], and it is currently at version 4.0, released under the 

Creative Commons Attribution v3.0 license. This file format is natively supported by many 

databases with spatial features and extensions for big data frameworks. For instance, both the 

MongoDB database and the Magellan package for Apache Spark support GeoJSON.  

However, it is important to highlight that some systems do not have a complete implementation of 

the standard and implement only a subset of the data types defined by GeoJSON.   

2.2.1.2 SHAPEFILE 

Another vector data format that is usually used to represent geospatial data is the ESRI shapefile 

format [RD08]. The shapefile format was introduced by the ESRI (Environmental Systems Research 

Institute) company in the 1990s. It became a de facto standard and it is frequently used to achieve 

interoperability among the ESRI systems and other GIS software products. Many GIS applications 

support the shapefile format. Similarly to GeoJSON, also the shapefile format can describe vector 

features: Points, Lines, Polygons and more. Each item represents a real object, such as, for 

example rivers, lakes, buildings and each item is usually also characterized by other (non spatial) 

attributes (metadata) that describe it (e.g., name or temperature).  

 

Since both GeoJSON and shapefile are frequently used, third-party software is available to convert 

data from one format to the other if they are not natively supported by the used GIS system or the 
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exploited database with geospatial features.  For instance, the ogr2ogr [RD12] is a tool that can be 

used to convert files from one geospatial data format to another. This conversion tool supports 

many data formats (e.g., GeoJSON, shapefiles, GML). 

2.2.1.3 GEOTIFF 

GeoTIFF is a frequently used raster format for geospatial data based on the TIFF data format. 

Specifically, the GeoTIFF format extends the TIFF format by defining a set of ad-hoc TIFF tags. The 

tags formalized in the GeoTIFF specification allow describing cartographic information for satellite 

images, maps, etc. 

The images based on the GeoTIFF format can be transformed into other popular data formats by 

using common conversion tools such as QGIS. 
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3 BIG DATA FRAMEWORKS, DATABASES WITH GEOSPATIAL 

FEATURES AND MAP SERVER 

Several solutions for big data querying and analytics have been proposed in the last years. As 

briefly discussed above, the most popular big data frameworks are Apache Hadoop and Apache 

Spark, usually coupled with databases (relational and non-relational) for storing data. Both 

frameworks provide a set of modules that can be used to manage the complete big data value 

chain, from data acquisition to knowledge extraction [RD13]. The common phases of the big data 

value chain are the following. 

1. Data acquisition: it is the process that collects, transforms and pre-processes data;  

2. Data storage: it consists of persistently storing and managing large datasets; 

3. Data analysis & visualisation: this phase leverages algorithms and tools to inspect and mine 

knowledge from data, in order to extract value. Furthermore, it comprises of software to 

visualise the results for example using a map server software. 

Traditional frameworks and databases for big data are usually focused on non-spatial data. 

However, geospatial and geo-referenced data are available in many application contexts and 

emergency management is one of them. The big data systems that manage geospatial data are 

based on the same macro-architecture and the big value chain of the solutions for non-spatial data 

[RD14]. However, they pose new challenges and opportunities because the basic (standard) 

components of Apache Hadoop and Apache Spark are not designed for spatial data [RD14]. Hence, 

geospatial databases must be exploited, to effectively store and query big spatial data, and ad-hoc 

extensions for Hadoop and Spark are needed to perform analytics on high volumes of spatial data.  

The Big data frameworks (e.g., Apache Hadoop and Apache Spark) are usually used to perform 

(batch/offline) data analytics operations that extract knowledge by analysing the complete data 

collection, whereas the (geospatial) databases are usually exploited to perform (operational/real-

time) queries that aim at selecting a small subset of the data collection. In a big data system, both 

components are important since they address complementary issues. In the following, in 

Chapter 3.1  we describe the state of the art Big Data frameworks, and some extensions for GIS 

data, while in Chapter 3.2 we describe and compare the state-of-the-art databases with 

(geo)spatial features. 

3.1 BIG DATA FRAMEWORKS  

In the last years, many frameworks for big data have been proposed. The most popular solutions 

are Apache Hadoop [RD02] and Apache Spark [RD03]. Hadoop, coupled with its ecosystem, and 

Spark can be used to manage the complete big data value chain that is used to collect, process and 

convert the input data into useful knowledge and value.  



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 16 of 63 
 

3.1.1 HADOOP 

Apache Hadoop is the most famous open source framework, written in Java programming 

language, for distributed storage and offline/batch processing of big data on commodity servers. It 

supports the distributed storage of large files, by means of a distributed fault tolerant file system, 

and the distributed execution of MapReduce-based programs on a cluster of servers on the 

distributed data. Apache Hadoop is inspired by the Google papers describing the Google File 

System [RD15] and the MapReduce paradigm [RD01]. 

The main modules of the Apache Hadoop framework are: 

 Hadoop Distributed File System (HDFS). It is a distributed file system that provides high-

throughput access to application data. It supports data replication to address hardware 

failures. 

 Hadoop Yarn (Yet Another Resource Negotiator). It is the resource manager and scheduler 

of Hadoop. It is in charge of assigning resources and scheduling the parallel execution of 

the applications, by exploiting as much as possible data locality. 

 Hadoop MapReduce. It is an implementation of the MapReduce programming model for 

big data processing. 

 Hadoop Common. It is the set of basic libraries and utilities needed by other modules of 

Hadoop.  

The fundamental assumption of Apache Hadoop is that hardware failures are common in large 

data centers and should be automatically handled by the framework. Hence, developers do not 

need to care about hardware failures because they are automatically managed by the Hadoop 

system. In addition, the parallel execution of the MapReduce-based application is completely 

managed by Hadoop.  

Another important characteristic of Hadoop is the exploitation of the “data locality” property. 

Specifically, differently from the HPC architectures which “move data to code”, Hadoop “moves 

code to data”, i.e., Hadoop copies and executes the (small) application codes on the servers 

containing the (big) input data and sends on the network only the (small) outputs generated by 

the applications. This approach is indispensable when dealing with big data because the network 

becomes quickly the bottleneck when sending big data on it.  

Apache Hadoop is the standard open-source distribution of Hadoop. However, several other open-

source and proprietary distributions of Hadoop are available (e.g., Cloudera, Hortonworks, MapR).   

Hadoop can be deployed in a “traditional” data center or in the cloud. For instance, Hadoop can 

be deployed on Microsoft Azure and Amazon Web Services (AWS). In either case Hadoop can run 

on a cluster of virtual machines or as a service. In the second case the configuration and 

maintenance of the virtual machines is demanded to the cloud provider. Hadoop as a service takes 

the name HDInsight on Azure and Elastic MapReduce on AWS. 

The ecosystem of Hadoop contains many additional modules and software packages that can be 

installed on top of the basic component of Hadoop, such as Apache Pig, Apache Hive, Apache 
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HBase, Cloudera Impala, Apache Flume, Apache Sqoop, Apache Storm. Some components and 

software, which are not included in the standard Apache Hadoop distribution, are also available 

for supporting (batch) data analytics on big geospatial data. The most stable and popular ones are 

GIS Tools for Hadoop [RD16] and SpatialHadoop [RD17][RD18] .   

3.1.1.1 GIS TOOLS FOR HADOOP 

GIS Tools for Hadoop [RD16] are GIS tools that allow performing spatial analysis of big data using 

the Hadoop framework. It is focused on offline analyses. Hence, it is not designed for real time 

queries. GIS tools for Hadoop is currently at version 1.2.1, and is released under the Apache v2.0 

license. By using GIS Tools for Hadoop, big collections of spatial data can be analysed by running 

distributed applications based on Hadoop.  

GIS Tools for Hadoop are composed of following three subsets of tools: 

 ESRI geometry APIs for Java, which allow the definition of geometry objects (Point, 

MultiPoint, Polyline, Polygon, Envelope), spatial indexing (quadtree) and operations (Cut, 

Difference, Intersection, Symmetric Difference, Union, Boundary, Buffer, Clip, ConvexHull, 

Densify, Distance, Generalize, Offset, Proximity, Geodesic distance). It also supports the 

import of data from GeoJSON, ESRI Shapefiles and some other standard formats. 

 Spatial Framework for Hadoop, which enables the use of the Hadoop system for the 

analysis of spatial data using the previously cited library to create geometry objects and 

specify which spatial operations must be executed on the created objects. MapReduce 

programs are usually written to analyse big spatial data by means of this tool. However, 

also the Hive Query Language (HQL) can be used if the Apache Hive data warehouse 

software [RD19] is installed. 

 Geoprocessing Tools for Hadoop, which are needed to connect data from Hadoop and 

ArcGIS, a geographic information system (GIS) developed by ESRI. 

3.1.1.2 SPATIALHADOOP 

SpatialHadoop [RD17][RD18]  is another solution for extending the Hadoop framework with spatial 

features. Also SpatialHadoop is mainly designed for offline analyses of large data collections. The 

main difference with respect to GIS Tools for Hadoop is that SpatialHadoop is tightly integrated 

with the core components of Hadoop (e.g., the spatial indexes exploited by SpatialHadoop are 

tightly integrated with HDFS whereas GIS Tools for Hadoop works as a layer on top of Hadoop, 

which gives an overhead, and cannot effectively exploit spatial indexes).  SpatialHadoop provides 

an extension to the Pig Latin language that adds spatial data types, functions and operations to 

Hadoop. It also implements the distributed versions of state of the art spatial indexes (grid file, R-

tree, and R+-tree). 
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3.1.2 SPARK 

Apache Spark [RD03] is another popular open source cluster computing framework for Big data. It 

was originally developed at the University of California, Berkeley's AMPLab, and currently it is an 

Apache project. Similarly to Apache Hadoop, also Apache Spark provides a set of high-level 

interfaces (APIs) that allow developers to design and implement parallel and distributed 

application for big data. The key data structure provided by Apache Spark is called the Resilient 

Distributed Dataset (RDD) [RD20]. An RDD is a read-only set of data objects that are automatically 

distributed over a cluster of servers.  All the Spark-based applications are based on RDDs and on 

actions and transformations applied on them. The distribution of RDDs on the nodes (servers) of 

the cluster, and the management of failures, are automatically managed by Spark. i.e., failure 

management is completely transparent to developers. One important feature of Spark is its 

capability of storing the content of RDDs that are accessed multiple times in the main memories of 

the servers of the cluster. This feature is particularly useful when iterative applications, such as 

machine learning and data analytics algorithms, are applied. Also Apache Spark, similarly to 

Hadoop, exploits as much as possible the data locality principle in order to limit the amount of 

data sent on the network.  

Apache Spark, depending on the type of application, can run programs up to 100 times faster than 

Apache Hadoop when data (RDDs) are loaded in the main memory, and up to 10 times faster 

when data are on disk [RD21]. 

Apache Spark can read data from multiple data sources (e.g., HDFS, Amazon S3, and Cassandra) 

and the applications developed by using Apache Spark can be executed on a cluster of commodity 

servers by using several well-known cluster managers (e.g., Hadoop YARN and Apache Mesos). 

The main components of Apache Spark are: 

1. Spark Core. It contains the basic functionalities of Spark exploited by all components (e.g., 

Task scheduling, Memory management, Fault recovery). It also provides the APIs that are 

used to create RDDs and apply transformations and actions on them. 

2. Spark SQL. This component is used to interact with structured datasets by means of a 

subset of the SQL language.  

3. Spark Streaming real-time.  It is used to process live streams of data in real-time. Data can 

be ingested from many sources like Kafka, Flume, or TCP socket. 

4. MLlib. It is a machine learning/data mining library. It can be used to apply the parallel 

versions of many types of machine learning/data mining algorithms (e.g., Data 

preprocessing and dimensional reduction, classification, clustering, regression). 

5. GraphX. It is a graph processing library that includes many well-known algorithms for 

analyzing and manipulating graphs (e.g., Subgraph searching, PageRank).  

Since geospatial and geo-referenced data are useful in many application contexts, some libraries 

have been proposed for extending Apache Spark and supporting data analytics on big geospatial 

data. However, the available libraries are not included in the official Apache Spark project. In the 
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following, we will provide a description of the main geospatial libraries and tools that extend 

Apache Spark.  

3.1.2.1 MAGELLAN 

Magellan [RD22] is an open source library that works as a layer upon Apache Spark, to enable 

Geospatial analytics on it. It is released as a Spark package, and has Scala and Python bindings. It 

requires at least Spark 1.4 version, and it is currently at version 1.03. It is released under the 

Apache license. It supports many input formats such as GeoJSON and ESRI shapefile. 

Supported geometry data types and operations: 

 Geometries: Point, LineString, Polygon,  MultiPoint

 Predicates: Intersects, Within, Contains

 Operations: Intersection

 Join type: Broadcast cartesian  join 

3.1.2.2 GEOSPARK 

GeoSpark [RD23] is an open space tool that tries to expand the capabilities of Apache Spark. It 

defines a new structure for spatial data, called SRDD (Spatial RDD), as an extension of the basic 

RDD defined on Spark. GeoSpark exploits spatial indexes (R-Tree and Quad-Tree) to speed up the 

execution of spatial queries. Based on the comparison reported in the paper [RD24], this library 

can provide higher run-time performance than SpatialHadoop for spatial operations. This library 

provides support for the WKT (Well-Known Text) [RD25], CSV (Comma Separated Values), and TSV 

(Tab Separated Values) file input formats. Currently, it is at version 0.3. 

Supported geometry data types and operations: 

 Geometries: point, polygon, rectangle (and for each type of object there  is a related SRDD 

type)

 Spatial indexes: R-Tree and Quad-Tree

 Geometrical operations: Minimum Bounding Rectangle, PolygonUnion, and Overlap/ Inside 

(Self-Join)

 Spatial query operations: Spatial range query, spatial join query and spatial KNN query

3.1.2.3 SPATIALSPARK 

SpatialSpark [RD26] is another library that enhances the Spark framework with spatial objects and 

operations. It works with Spark 1.6.1 or later and it is currently at version 1.0, released under the 

Apache license. It uses the JTS library to implement the geometry objects and operations. The 

current version of SpatialSpark implements few operators: Spatial join (partition based and 

broadcast based), Spatial partition, and Spatial range query. The supported input format is only 

the WKT standard. Hence, it is not yet an established product.  
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3.2 DATABASES WITH GEOSPATIAL FEATURES  

Databases can be classified in two macro-categories: relational databases and NoSQL databases. 

Relational databases are usually the most appropriate and efficient choice when data are 

structured (i.e., when data are characterized by a fix set of attributes known at design time). 

Differently, NoSQL databases, such as document-oriented databases, are more appropriate when 

the input data collection contains unstructured or semi-structured data, or when the structure 

(attributes) of the data evolves overtime and it is (partially)-unknown at design time. 

The majority of the traditional databases are mainly focused on non-spatial data. However, since 

geospatial data play an important role in many application domains, several spatial databases, 

relational and not, have been proposed to manage and query geospatial data. Spatial databases, 

or in general databases with (geo)spatial features, are usually an extension of traditional 

databases in which ad-hoc (geo)spatial data types, query operators and indexes have been 

integrated. The most common use of geospatial databases consists in executing queries that select 

all the objects contained in a geographical area or the k-Nearest Neighbours of an input object.  

Some commonly used state-of-the-art relational databases with geospatial features are 

PostGIS [RD27], SQL Server and its cloud version, which name is Azure SQL Database [RD28], while 

two established NoSQL databases with geospatial features are MongoDB [RD04] and DocumentDB 

[RD05]. In the following, we describe the main characteristics of the four selected state-of-the-art 

databases with spatial features.  

3.2.1 POSTGRESQL/POSTGIS 

PostGIS [RD27] is a spatial database extender of the relational PostgreSQL database that enables 

the definition of geospatial objects and operations. It is currently available at version 2.2.2, 

released under the GNU GPL v2 license. PostGIS follows the Simple Features for SQL specification 

from the Open Geospatial Consortium (OGC) [RD29][RD30]. 

The following standard geometry data types are defined in PostGIS: Point, LineString, Polygon, 

MultiPoint, MultiLineString, MultiPolygon, GeometryCollection. There are also many standard 

geospatial operators defined in PostGIS, such as: Distance, Within, Intersects, Closest, Contains 

Disjoint, Length, Overlaps, Touches and so on. It also supports three types of spatial indexes: B-

trees (binary trees), R-trees (sub-rectangles trees) and GiST (Generalized Search Trees) to speed up 

the execution of spatial queries. 

Finally, it is possible to natively import/export data from/to PostreSQL using the WKT, Well-Known 
Binary (WKB) and ESRI shapefile file formats. GeoJSON files can be imported/exported by using 
specific conversion libraries. PostGIS is also compatible with state of the arts geographic 
information systems (GIS) such as  ArcGIS [RD31], QGIS as well as with map server software such 
as  GeoServer [RD32].  
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3.2.2 AZURE SQL DATABASE  

Azure SQL Database [RD28] is a relational Database as a Service e (DaaS) in the cloud. It has the 

same functionalities of the centralized Microsoft SQL Server 2016 [RD33] but it is provided as a 

service in the cloud. Hence, it scales easily to large data collections since it can be distributed on 

multiple servers. It can also be easily integrated with HDInsight, which is the cloud implementation 

on Microsoft Azure of the Apache Hadoop and Apache Spark technology stacks.  

Both Azure SQL Database and Microsoft SQL Server 2016 allow defining and querying spatial 

objects. They support two main categories of data types: 

1. Geometry: represents data on a Euclidian coordinate system, using flat XY coordinate pair. 

2. Geography: represents data on an earth-like spherical coordinate system, in longitude-

latitude shape. 

Azure SQL Database can manage the following standard spatial objects: Point, MultiPoint, 

LineString, CircularString, MultiLineString, CompoundCurve, Polygon, CurvePolygon, MultiPolygon, 

GeometryCollection. The geography type has also the FullGlobe object. The following are some of 

the standard spatial operations available for geography objects: Equals, Disjoint, Intersection, 

Distance, Difference. However, many other standard spatial operations are available because 

Azure SQL Database implements the Simple Features for SQL specification from the Open 

Geospatial Consortium (OGC) [RD29][RD30]. 

Azure SQL Database and Microsoft SQL Server 2016 support also spatial indexes, which are 

implemented using the B-Tree (i.e., Binary Tree) data structure. It is also possible to import and 

export spatial data using one of the follow file format: WKT, WKB and GML (Geography Markup 

Language, an XML-like file format). GeoJSON and shapefile files can be imported/exported by 

using specific conversion libraries. 

Azure SQL Database and Microsoft SQL Server 2016 are compatible with state-of-the-art 

geographic information systems (GIS) such as ArcGIS [RD31]  as well as with map server software 

such as GeoServer [RD32].  

3.2.3 MONGODB 

MongoDB [RD04] is an open source NoSQL document-oriented database, based on JSON-like 

documents. The currently available release is the 3.2.8 version, released under the GNU GPL and 

Apache licenses. To perform queries and for storage purposes on geospatial data, MongoDB needs 

an initial definition of the surface type used for running operations on its data. 

The supported surfaces are: 

 Spherical.  It involves calculation based on an Earth-like sphere, with data stored as 

GeoJSON objects. It is also possible to define the data as legacy coordinate pairs (a couple 

of longitude, latitude values), which are then indexed using 2dsphere using a translator to 

the GeoJSON’s point type.  
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 Flat. This surface considers a Euclidian plane with 2d coordinates, stored as legacy 

coordinate pairs. For indexing purposes, it uses the 2d index. 

The current version of MongoDB supports the following GeoJSON data types: Point, LineString, 

Polygon, MultiPoint,  MultiLineString,  MultiPolygon, GeometryCollection. 

MongoDB implements the following basic spatial operations/query types: inclusion, intersection, 

and proximity. Hence, the types of possible queries are limited with respect to those provided by 

the relational state of the art spatial databases, such as PostGIS and Microsoft Azure SQL 

Database. Finally, MongoDB supports only basics 2-dimensional indexes (2dsphere, 2d). 

The mongo import tool enables the possibility to import into MongoDB data from CSV (comma 

separated values), TSV (tab separated values) or JSON (and GeoJSON) format files.  

Another useful feature of MongoDB is the native implementation of a MapReduce paradigm to 

perform aggregations on data in his system. Hence, MongoDB can be used to both query data and 

perform (simple) data analytics operations by means of MapReduce programs. 

MongoDB has also a lot of drivers for different languages and frameworks: C/C++, C#, Java, web 

(PHP, Node.js), Python, Ruby, Perl, Motor and Scala. 

MongoDB supports horizontal scalability (i.e., the scalability achieved by adding new commodity 

servers in a cluster environment when the size of the data increases) and distributed execution of 

queries by exploiting the sharding technique. The basic idea exploited by the sharding technique 

consists in partitioning the input data collection is chunks and store each chunk on a different 

server. When a query is executed, each server executes the query on its chunk of data, 

parallelizing the execution of the query. 

The partitioning of the data is based on the value of the selected sharding attribute. The choice of 

the sharding attribute is crucial in order to achieve a balance distribution of the data in the 

servers. It is important to highlight that MongoDB supports also the use of geospatial attributes as 

sharding attribute.  

Another interesting feature of MongoDB is the availability of libraries that can be used to 

import/export data from/to HDFS. Spark and Hadoop applications can read and store data in 

MongoDB by means of the MongoDB Spark Connector [RD34] and MongoDB Connector for 

Hadoop [RD35], respectively.   

3.2.4 DOCUMENTDB 

DocumentDB [RD05] is a NoSQL document-oriented database designed by Microsoft. Similarly to 

Azure SQL Database, also DocumentDB is available as a service. Hence, it can manage large data 

collections by distributing data on a set of servers. It can also be easily integrated with HDInsight, a 

cloud system of Microsoft including a service version of Apache Hadoop and Spark. 

DocumentDB implements the same spatial operations and data types supported by MongoDB and 

it is compatible with the protocol used by MongoDB. Hence, the applications written for MongoDB 
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can use DocumentDB as data store. The applications, by using the existing drivers for MongoDB, 

can transparently communicate with DocumentDB, by simply changing the connection string.  

3.2.5 COMPARISON OF DATABASES WITH GEOSPATIAL FEATURES 

In this chapter, we report a summary of the functionalities of the considered databases with 

geospatial features described in the previous chapters and draw conclusions about their pros and 

cons.  

The summary of the comparison of the functionalities of the databases with geospatial features is 

reported in Table 3-1. 

The comparison is based on the following key features: 

 Types of supported geometry objects 

o Types of objects that can be represented (e.g., points, lines, polygons) 

 Implemented geometry functions 

o Types of analysis and queries that can be executed by means of built-in functions. 

 Spatial index support and types of supported indexes 

o The availability of indexes allows enhancing the performance of the queries . 

 Support for GeoJSON and shapefile file formats 

o The native support of these data formats is important because many data sources 

use one of these two file formats 

 Compatibility with GeoServer 

o GeoServer is a commonly used open source map server software used to share, 

process and edit geospatial data. The compatibility with it, or a similar system, is 

indispensable to deliver the content to the end users on maps, especially when 

mobile devices are used. More details on map server software are reported in 

Subsection 3.3.  

 Database as a Service (DaaS) 

o The availability of the database in the DaaS version allows hiding the complexity of 

the administration of the database, demanding all the administration activities to 

the provided of the service. Moreover, databases provided as a service have usually 

the vertical scale capability. This feature allows to move easily and on-demand, the 

database to a more powerful server when it needs to have better I/O performance 

or scaling down to a less powerful server when the hardware resources are 

underload, in order to save costs. 

 Horizontal scalability 

o A database characterized by a horizontal scalability can easily scale with respect to 

the number of requests by including more (commodity) servers. This feature is 

extremely useful when managing big data.  

The main difference that is highlighted by the information reported in Table 3-1 is that the 

relational databases, both PostGIS and Azure SQL Database, implement more geospatial 
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functionalities than NoSQL ones (MongoDB and DocumentDB). Moreover, they are also more 

tightly integrated and supported by the GeoServer software. In fact, the plug-in that is used to 

connect GeoServer with MongoDB and DocumentDB is in the unsupported branch of the current 

version of GeoTools [RD36]. The interoperability with GeoServer is indispensable because it is used 

to deliver the content to end users on maps, especially when mobile devices are exploited. Hence,  

spatial relational databases are preferable (spatial relational database is a more mature 

technology) because they allow performing complex geospatial queries, if needed, and are well-

integrated with GeoServer.  
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Name of the 

database 

Supported Geometry 

objects  

Main supported 

geometry functions 

Supported  

Spatial indexes 

Compatibility with 

GeoServer 

Support for 

GeoJSON and 

Shapefile 

DaaS Horizontal 

scalability 

PostGIS Point 

LineString 

Polygon 

MultiPoint  

MultiLineString  

MultiPolygon  

GeometryCollection 

Inclusion 

Intersection 

Distance/Proximity 

Union 

Difference 

Overlap 

PostGIS supports the 

Open Geospatial 

Consortium (OGC) 

methods on geometry 

instances 

B-Tree index 

R-Tree index 

GiST index 

Yes GeoJSON 

(import/export 

based on the GDAL 

OGR conversion 

library) 

Shapefile 

(import/export 

specific based on a 

tool/function of 

PostGIS) 

No No 

Azure SQL Database Point 

LineString 

Polygon 

MultiPoint  

MultiLineString  

MultiPolygon  

GeometryCollection 

Inclusion 

Intersection 

Distance/Proximity 

Union 

Difference 

Overlap 

 

SQL Server supports 

the Open Geospatial 

Consortium (OGC) 

methods on geometry 

instances 

2d plane index 

B-trees 

Yes GeoJSON 

(import/export 

based on the GDAL 

OGR conversion 

library) 

 

Shapefile 

(import/export 

based on the GDAL 

OGR conversion 

library) 

Yes 

(Microsoft 

Azure 

cloud 

computing 

platform) 

Yes (sharding) 
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MongoDB Point 

LineString 

Polygon 

MultiPoint  

MultiLineString  

MultiPolygon  

GeometryCollection 

Inclusion 

Intersection 

Distance/Proximity 

2dsphere index 

2d index 

Yes (based on the 

external MongoDB 

plug-in included in 

GeoTools [RD36]) 

Note. The plug-in is in 

the unsupported branch 

of the current version 

of GeoTools   

GeoJSON (native 

support) 

Shapefile (the files 

must be converted 

to the GeoJSON 

format) 

Yes 

(MongoDB 

Atlas cloud 

service) 

Yes (sharding) 

DocumentDB Point 

LineString 

Polygon 

MultiPoint  

MultiLineString  

MultiPolygon  

GeometryCollection 

Inclusion 

Distance/Proximity 

2d plane index 

quadtree 

Yes (by exploiting the 

external plug-in 

available for 

MongoDB) 

Note. The plug-in is in 

the unsupported branch 

of the current version 

of GeoTools   

GeoJSON (native 

support) 

Shapefile (the files 

must be converted 

to the GeoJSON 

format) 

Yes 

(Microsoft 

Azure 

cloud 

computing 

platform) 

Yes (sharding) 

Table 3-1: Qualitative comparison of the functionalities of the considered geospatial databases. 
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3.3 MAP SERVER 

All maps of I-REACT will be stored as geospatial features in the selected database system and file 

formats described in 2.2.1 and 3.2. In order to put the information together to user-tailored maps 

it is necessary to use a piece of software that serves the maps to desktop-based browsers and to 

mobile applications. For this functionality a so-called map server is used which is a server software 

specialized on providing geo data web services. These services allow to process and display geo-

localized information usually in the form of maps.  

A key requirement for choosing map server software is the support of standards defined by the 

Open Geospatial Consortium (OGC) [RD57]. The most relevant OGC standards in this context are 

the following:  

 Web Map Service (WMS),  

 Web Map Tile Service (WMTS), 

 Web Feature Service (WFS),  

 Catalogue Service Web (CSW),  

 Web Processing Service (WPS) and  

 Web Coverage Service (WCS).  

WMS is utilised for disseminating raster data to map portals running on desktop browsers, while 

the WMTS is optimised for limited bandwidth scenarios and thus making it a good choice for 

mobile devices. WFS is suitable for displaying vector maps mostly with additional attribute 

information. While WMS, WMTS and WFS only allow consuming the maps on a frontend, it is 

possible to interact with the source data by implementing a WPS. A CSW is used to provide 

metadata of geodata, while the WCS can be considered as an extended WMS at which you can 

query metadata and get only selected map information.  

The most popular map servers implementing most of these OGC standards are GeoServer [RD32], 

MapServer [RD55] and ArcGIS Server[RD56]. The map server technology of choice for I-REACT is 

the open-source product GeoServer in current version 2.9.1, as it provides all required 

functionalities and offers – in contrast to MapServer – a user-friendly interface for configuration. 

ArcGIS Server is the map server software of ESRI, which is currently the most dominant company 

on the GIS market. Since the pricing of ArcGIS Server starts around 16,000 Euros, it is not 

considered an option for the implementation of the I-REACTOR.  

The most popular map servers implementing most of these OGC standards are GeoServer [RD32], 

MapServer [RD55] and ArcGIS Server[RD56]. The map server technology of choice for I-REACT is 

the open-source product GeoServer in current version 2.9.1, as it provides all required 

functionalities and offers – in contrast to MapServer – a user-friendly interface for configuration. 

ArcGIS Server is the map server software of ESRI, which is currently the most dominant company 

on the GIS market. Since the pricing of ArcGIS Server starts around 16,000 Euros, it is not 

considered an option for the implementation of the I-REACTOR.  
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3.3.1 GEOSERVER 

3.3.1.1 OVERVIEW 

GeoServer is a Java-based server software that allows users to view and edit geospatial data. It is 

available free of charge. Being open source, bug fixes and feature improvements are greatly 

accelerated when compared to traditional software solutions.  

GeoServer allows for great flexibility in map creation and data sharing as it implements OGC 

standards such as WMS, WMTS, WFS, WCS, WPS and CSW. Figure 3-1 provides a summary of data 

sources and possible subsequent web services.  

 

Figure 3-1: The GeoServer components and architecture1 

GeoServer can display data on any of the popular mapping applications such as Google Maps and 

Microsoft Bing Maps using the provided APIs. In addition it works very well with open-source 

JavaScript map libraries like Leaftlet or OpenLayers. In addition, GeoServer can connect with 

desktop GIS software such as ESRI ArcGIS and QGIS. 

Since the above described web services are compliant with the Viewing Service defined by the 

INSPIRE directive (Infrastructure for Spatial Information in the European Community), GeoServer 

can also be used to provide such services. With the INSPIRE extension of GeoServer metadata 

following ISO standards like ISO 19115-1:2014 can be implemented.  

                                                      

1 http://eatlas.org.au 



 
Improving Resilience to Emergencies through Advanced Cyber Technologies 

 

Project: I-REACT Report on design of the Big Data Architecture, 
Linked Data & Semantic Structure 

Deliverable ID: D2.3 

Grant Agreement: 700256  Call ID: H2020-DRS-1-2015  Page: 29 of 63 

 

In practice this means adding some extra elements into an extended capabilities section of the 

WMS, WFS and WCS capabilities documents. For WMS, WFS and WCS this includes a Metadata 

URL element with a link to the metadata associated with the service, and SupportedLanguages and 

ResponseLanguage elements which report the response language (GeoServer can only support 

one response language). For WFS and WCS there are also one or more SpatialDataSetIdentifier 

elements for each spatial data resource served by the service. 

The GeoServer is a key component in the I-REACT architecture because it is used to derive map 

layers in a bandwidth efficient manner to mobile devices and web application alike.  

3.3.1.2 PERFORMANCE 

Caching component 

The solution for caching map data is dependent on the map server. For GeoServer the extension 

GeoWebCache is available and will be used within I-REACT (http://www.geowebcache.org). This 

component enables the creation of WMTS (Web Map Tiled Services), more specifically, it enables 

image tiling to speed up the performance and to facilitate data storage capacity as the 

visualization on the mobile map application can take place despite week Internet bandwidth often 

experienced with mobile devices. It is possible to specify different zoom levels (levels of detail, 

scale parameters, e.g. 1:100.000) and the size of the tiles (e.g. 256 pixels). 

Scalability 

Similar to other applications with long-running in-memory states and high data I/O, GeoServer 

sees performance gains with two (or more) nodes clustered behind a load balancer, even with the 

slight overhead of the load balancer that sits in front of the cluster.  

Generally, there are two complementary purposes for clustering GeoServer: 

 To provide high-performance and/or throughput 

 To achieve high availability 

In the most demanding situations, GeoServer can be deployed in combinations of high-

performance and high-availability instances. 

 

http://www.geowebcache.org/
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Figure 3-2: GeoServer cluster setup with horizontal and vertical scalability behind a load balancer2 

Some important considerations to be made when clustering several instances of GeoServer 

concern the location of the GeoServer data directory and a strategy for reloading all cluster 

members’ data catalogues. 

The GeoServer data directory is the location in the file system where GeoServer stores its 

configuration information. The configuration defines for instance what data is served by 

GeoServer, where it is stored, and how services such as WFS and WMS interact with and serve the 

data. The data directory also contains a number of support files used by GeoServer for various 

purposes. 

The spatial data accessed by GeoServer does not need to reside within the GeoServer data 

directory, just pointers to the data locations. This should be obvious for data stored in spatial 

databases, which are certainly in different locations (on disk) and often on different machines; 

however the same is true for file-based spatial data. 

In order to guarantee all the GeoServer instances to have the same settings and provide the same 

data, a setup like the one in Figure 3-3 can be applied. 

 

Figure 3-3: Clustered GeoServer data3 

 

  

                                                      

2 http://geoserver.geo-solutions.it/edu/en/clustering/clustering/introduction.html 
3 http://geoserver.geo-solutions.it/educational/en/clustering/geoserver/introduction.html 
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4 BIG DATA ARCHITECTURE OF I-REACT  

This chapter contains the description of the building blocks of the Big Data Architecture of I-REACT 

(see Figure 4-1) and its interaction with the other main components of the I-REACT system. The 

proposed architecture is based on state-of-the-art solutions [RD13][RD14], which are usually 

based on two main building blocks: an operational/online block and an analytics/offline one, to 

better address the different needs of near real-time response and historical possibly-complex 

analyses [RD14]. Solutions based on Hadoop and Spark are able to analyze large amounts of 

historical data. However, the applications based on Hadoop and Spark are characterized by a 

startup overhead, related to the scheduling of the applications in a parallel environment, that is 

significant when considering non-Big data. Hence, Hadoop and Spark-based solutions are not the 

best ones for analyzing non-Big data collections in near real-time. To deal with real-time queries, 

applications based on the use of databases is more appropriate [RD13][RD14]. 

In I-REACT, the operational/online block supports the activities of I-EWS (Early Warning System) 

and I-ERS (Emergency Response information System), whereas the analytics/offline one supports 

the analyses of the Decision Support component of I-AAS (Advanced Analysis System) for the 

prevention actions.  

The definition of the Big Data Architecture of I-REACT has been driven by the following main 

requirements: 

 Management of heterogeneous and complementary geospatial data, collected in different 

emergency environments, with different data ingestion rates (from continuous data 

streams of simple values to complex one-time event descriptions)  

 Online analyses, for real-time emergency responses and early warning activities 

 Offline analytics, for advanced historical analyses of emergency events and medium-term 

emergency management and prevention activities 

 Technological reliability of the available solutions in both the state of the art and the state 

of the practice 

The main components of the Big Data Architecture of I-REACT, depicted in Figure 4 1, are the 

following: 

 Operational/Online Data Storage. It is used to store and query “operational” data, i.e., 

data that are queried to answer near real-time requests.  

 Analytics/Offline Data Storage. It is used to store historical data that are used by the Big 

data  framework component to perform data analytics on them.  

 Distributed Big Data Framework for (batch) Data Analytics. It is used to perform (batch) 

data analytics operations on historical data. 
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Figure 4-1: Big Data Architecture: Building blocks. 

 

4.1 OPERATIONAL/ONLINE COMPONENT OF THE BIG DATA ARCHITECTURE 

The components of I-REACT that are used to support the emergency response and early warning 

activities need to query the data collected by I-REACT in order to select, in few seconds, the data 

associated with the areas concerned by the emergency. For instance, if there is a fire in a specific 

area, all the reports about that area must be selected and visualized on a map, in few seconds, in 

order to give to the emergency fire crew the information needed to take a decision. These 

activities are supported by the Operational/Online Data Storage component of the I-REACT Big 

data architecture. 

The Operational/Online Data Storage component is used to collect, transform and pre-process 

the data used for the operational activities and provides the functionalities needed to query in 

near real-time the “operational” geospatial data collection.  

Specifically, this module (i) collects data from the several data sources of I-REACT, through specific 

procedures, (ii) transforms and pre-processes them in order to hold only the data of interest and 

map them to the internal data structure, and (iii) stores the processed data. Ad-hoc data interfaces 

will be defined (Task T2.8) to allow the other components of the system, and the external systems, 

to insert and query the data stored in the operational/online data storage component.  

Since the data stored in the operational/online data storage are geospatial data, a database with 

geospatial features will be exploited to implement this component. Historical data, which are 

usually not needed for the operational activities, are not maintained in this data storage 

component.  
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4.2 ANALYTICS/OFFLINE COMPONENT OF THE BIG DATA ARCHITECTURE 

I-REACT contains an Advanced Analysis System that is used to take decisions by performing 

(complex) analytics operations on the historical data. These operations are supported by the 

Analytics/Offline Data Storage and the Distributed Big Data Framework for Data Analytics 

components of the proposed Big Data Architecture. 

 

The Analytics/Offline Data Storage component it is used to store all the (historical) data collected 

by the I-REACT system. This big collection of historical data is stored by means of a distributed file 

system designed for big data (e.g., the Hadoop Distributed File System – HDFS). This data storage 

must be fault tolerant. The analytics/offline data storage is periodically fed with new data from the 

operational/online data storage in order to hold all the collected data in the analytics/offline data 

storage.    

 

The Distributed Big Data Framework for (batch) Data Analytics component is in charge of 

performing (batch) data analytics tasks on the historical data. These data analytics tasks are used 

to extract knowledge that is used to feed the decision support system components of I-REACT. 

Since the Distributed Big Data Framework for Data Analytics component analyzes a large collection 

of data, big data frameworks, such as Apache Hadoop or Apache Spark, can be used to implement 

this component. The knowledge generated by the Distributed Big Data Framework for Data 

Analytics component is stored in the historical data storage and, if it is needed, it can also be 

inserted in the operational/online data storage. 

 

The interactions of the Big Data Architecture component of I-REACT with the other components 

and external systems will be defined in Task T2.8. The defined data interfaces, and their 

implementations, will support all the import/export operations in I-REACT.    

4.3 SELECTION OF THE TECHNICAL SOLUTIONS 

The designed Big Data Architecture of I-REACT is general and it can be implemented/instantiated 

by using the big data framework and geospatial database that best complies with the 

characteristics of the data (structured or not) and the types of analyses and queries that we will 

implement (based on the requirements collected by the other concurrent tasks). This also means 

that we can potentially have multiple instances of the proposed big data architecture. For 

example, an instance based on open source and free tools and another instance, more easily 

manageable and more scalable, based on proprietary systems. However, based on the qualitative 

comparison of the available databases (see Table 3-1) we think that the implementation of the Big 

Data Architecture that best fits the requirements of I-REACT is based on Azure SQL Database for 
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the online building block and Spark (the version deployed on Azure for compatibility with Azure 

SQL Database) for the offline building block.   

Among the available databases, the selection of Azure SQL Database is motivated by the 

following considerations: 

 Azure SQL Database provides advanced features for geospatial queries, which are not 

currently supported by MongoDB and DocumentDB 

 Azure SQL Database is more tightly integrated and supported by the GeoServer software 

than MongoDB and DocumentDB 

 Azure SQL Database can scale more easily than PostGIS 

Hence, the implementation of the Big Data Architecture, which will be made in WP5 “Service 

Oriented Architecture”, will be based on Azure solutions. This choice could change in case newer 

and most performant technologies will emerge during the implementation activity. 

4.3.1 PERFORMANCE EVALUATION OF AZURE SQL 

A quick response time is indispensable for the online component, a good end user experience, and 

prompt decisions. For these reasons, we performed a benchmarking experimental campaign to 

assess the efficiency of the database selected for the operational/online component of I-REACT. 

Moreover, this campaign of experiments aims also at understanding which service tier and 

performance level, among the ones provide by Microsoft Azure, is adequate for I-REACT. Azure 

SQL Database offers three service tiers: Basic, Standard, and Premium. Each service tier is 

associated with different limits and performance (e.g., database throughput units, maximum 

database size), and the price of the service is obviously related to the selected service tier. Each 

service tier is associated with a set of performance levels (i.e., each service tier is characterized by 

a set of subservices with different performance). The selection of the most appropriate service tier 

and performance level depends mainly on the needed response time.  

 

Service tier Performance 

level 

Max Database Size (GB) Max DTUs Price Month (€) 

Standard tier S3 250 100 127 

Premium tier P1 500 125 393 

Premium tier P2 500 250 785 

Premium tier P4 500 500 1569 

Table 4-1: Azure SQL Database: list of considered service tiers. 

Table 4-1 reports the four representative configurations of Azure SQL Database that we 

considered. Each configuration is characterized by the service tier, performance level, maximum 

database size, maximum DTUs, and monthly service price. The DTUs (database throughput units) 

measure is used to specify the performance of the database. The higher the DTU value, the higher 
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the performance of the database. We did not considered the basic tier configuration because it 

provides limited performance (max 5 DTUs) and limited maximum database size (2GB). 

 

To analyse the response time of the Azure SQL Database we simulated a standard use case of I-

REACT. Specifically, we simulated a web application that returns a set of user generated reports 

(see Deliverable D2.2 for a detailed definition of I-REACT report) given a specific location (latitude, 

longitude) and a bounding box around the specified location. Given a location of interest, for 

instance associated with a flood, the system returns all the georeferenced reports that are near to 

the provide position (i.e., included in the specified bounding box). The returned result is exploited, 

for instance by the civil protection, to take prompt decisions. 

To simulate this scenario, we randomly generated 125000 records, each one representing a user 

generated report. Each record (report) is georeferenced. The positions of the generated reports 

are characterized by a uniform distribution. We selected a bounding box, which is used to define 

the neighbourhood of the input position, such that approximately 1% of the records (reports) is 

returned. We performed the experiments by considering 100 users concurrently using the system. 

All the settings have been driven by the estimated workload of I-REACT. 

To obtain reliable results, we simulated each session of experiments with a specific configuration 

of Azure SQL Database for 5 minutes and we computed the average response time per request. 

Figure 4-2 reports the average execution time of the four configurations reported in Table 4-1. The 

achieved results show that the selected database is characterized by a good response time for 

almost all the considered configurations (the maximum average response time is 6 seconds for the 

lowest configuration). However, the Premium tier configurations P2 and P4 are preferred to obtain 

a more satisfying user experience.  

 

  

Figure 4-2: Average response time with respect to Azure SQL Database configuration. 
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We also analysed the correlation between the cost of the service and the response time by means 

of the chart reported in Figure 4-3. Specifically, Figure 4-3 contains one point for each of the 

considered configurations (S3, P1, P2, and P4). Each point reported in the chart is characterized by 

the monthly price of the service (x-axis) and average response time (y-axis). This chart confirms 

that the average response time decreases almost linearly with respect to the monthly price. 

Hence, it is possible to reach the needed average response by increasing the power of the selected 

databases, and hence the cost. This chart shows that configuration P2 (corresponding to point 

(785 €, 2.66 sec)) seems to be a good trade-off between response time and monthly price.   

   

Figure 4-3: Average response time with respect to monthly price. 

We finally performed an initial scalability test to analyze the scalability with respect to the 

databases size (i.e., the number of reports in the database). Specifically, we executed the same 

experiments discussed above by varying the number of reports (i.e., records) in the database from 

125000 to 500000. Figure 4-4 reports the results, in terms of average response time, with respect 

to the number of records in the queried database. As representative examples, we considered the 

database configurations P2 and P4. The achieved results show that the average response time 

increases linearly with the size of the number of reports (i.e., records) stored in the database. 

Configuration P4 is characterized by a response time lower than 3.5 sec also when a large 

database with 500,000 reports (records) is considered. 
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Figure 4-4: Average response time with respect to the number of reports in the database. 
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5 LINKED DATA AND SEMANTIC STRUCTURE 

5.1 INTRODUCTION TO LINKED DATA AND SEMANTIC WEB 

The World Wide Web has changed the way people communicate with each other and the way 

business is conducted, evolving into an indispensable medium for information, communications 

and transactions. Downsides of this success have been information overload and the increasing 

complexity in systems integration and management. These issues originated efforts within the 

academic world and IT industry and resulted in the proposal of different technologies and 

initiatives, each one focusing on a specific purpose, but sharing the outcome of promoting an 

evolution of the current web. Among these proposals stand out the Semantic Web vision and the 

Linked Data initiative. 

On May 2001, Tim Berners-Lee (inventor of the World Wide Web and director of the World Wide 

Web Consortium (W3C), which oversees its continued development) wrote the Semantic Web 

manifesto on “Scientific American” and  proposed a new vision of the web: 

 

“The Semantic Web is not a separate Web but an extension of the current one, in which 

information is given well-defined meaning, better enabling computers and people to work 

in cooperation.” 

 

The core idea of the Semantic Web suggests adding metadata to the contents exposed on the web 

by weaving semantics into the information through proper markup and enabling software agents 

to interpret it. The meaning is placed within the data rather than just in the software. In addition 

to containing formatting information aimed at producing a document for human readers, they 

should contain information about their content. 

 

Figure 5-1 Semantic Mark-up Example 

This structured representation (where content is enriched with mark-up metadata) is far more 

easy to process by machines than one without such metadata. The term metadata refers to this 

information: data about data; metadata capture part of the meaning of data, thus the term 

“semantic” in Semantic Web. 
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The Semantic Web[RD37] is therefore an extension of the Web through standards by the World 

Wide Web Consortium (W3C). According to the W3C, the Semantic Web provides a common 

framework that allows data to be linked with rich, self-describing relations and be shared and 

reused across application, enterprise, and community boundaries.  The collection of Semantic 

Web technologies (RDF, OWL, SKOS, SPARQL, etc.) provides an environment where applications 

can query such interrelated data and draw inferences using properties and constraint of 

vocabularies. 

RDF [RD38] is a standard model for data publishing and interchange on the Web; RDFS and OWL 

are its schema languages while SPARQL is the query language. Schema languages are used to 

define concepts and the relations between them (the semantic model or ontology) while RDF 

maps data to that model. Concepts can be related to other concepts (i.e. HazardEvent-

>hasDamageType->DamageType) and have properties relating them to data types (i.e. 

HazardEvent->startDate->date). 

 

Figure 5-2 Ontology/RDF Layers Example 

Each RDF statement has three parts: a subject, a predicate and an object (in the previous example 

“GenoaFlood” is the subject, “hasDamageTarget” the predicate and “OldHarbour” the object). 

Since RDF is a data model rather than a language, RDF syntax can be written in various concrete 

formats which are called RDF serialization formats. The most used serialization formats are Turtle, 

N-Triples, RDF/XML and JSON-LD. 

In essence, the Semantic Web marks a shift from publishing data in human readable documents to 

machine readable ones. It is built around the concept of the ‘Web of data’ which implies evolving 

from a document centric view of the Web to a data centric one. In this vision of the Web, data and 

the relationships between data are the key.  
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To make the Semantic Web or Web of Data a reality, it is necessary to have a large volume of data 

available on the Web in a standard, reachable and manageable format. This collection of 

interrelated datasets on the Web can be referred to as Linked Data [RD39] and with such 

expression we refer as well to a set of recommended best practices for exposing, sharing, and 

connecting pieces of data on the web using URIs and RDF. 

There are already various interesting open data sets available on the Web, (which are published 

under Creative Commons or Talis licenses) like: 

 DBpedia – a dataset containing extracted data from Wikipedia; it contains about 3.4 million 

concepts described by 1 billion triples, including abstracts in 11 different languages 

FOAF – a dataset describing persons, their properties and relationships 

 GeoNames provides RDF descriptions of more than 7,500,000 geographical features 

worldwide. 

 UMBEL – a lightweight reference structure of 20,000 subject concept classes and their 

relationships derived from OpenCyc. UMBEL has about 65,000 formal mappings to 

DBpedia, PROTON, GeoNames, and schema.org. 

 DBLP bibliography - providing open bibliographic information on major computer science 

journals and proceedings (hosting more than 3,400,00 publications from more than 

1,700,000 authors). 

5.2 OPEN DATA AND LINKED DATA 

Linked Data refers to datasets that make use of unambiguous identifiers that allow elements or 

relations in different datasets to be identified as referring to the same thing. Open Data refers to 

data that that is available for anyone to use, reuse and redistribute (e.g. without monetary cost). 

Data can be open but not linked, or linked but not open; not all Linked Data will be open, and not 

all Open Data will be linked. We refer to the intersection between Open Data and Linked Data as 

Linked Open Data. This Deliverable focuses on Semantic and Linked Data technologies and only 

explores the Linked Open Data datasets, while the identification and exploration of Open Data is a 

task demanded to WP3 (task T3.3). 

The W3C Linking Open Data community project aims at extending the Web by publishing various 

open data sets as RDF on the Web and by setting RDF links between data items from different 

data sources. The figure below shows an excerpt of the data sets that have been published and 

interlinked by the project so far. 

http://schema.org/
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Figure 5-3 Linked Open Data Cloud 

The linked open data (LOD) is an initiative taken by governments around the world to open up and 

link the vast repositories of data they hold across agencies and departments. Data linking is one of 

the main goals of the EU Open Data Portal [RD59], which makes available thousands of datasets 

for anyone to reuse and link. 

5.3 LINKED DATA IN I-REACT 

I-REACT aims at integrating heterogeneous geospatial big data sets collected from multiple data 

sources, services and systems. In this context, adopting Linked Data approach and technologies by 

annotating types, properties and values with URIs referencing a common Semantic Model (i.e. 

stating that the date property of an event is equivalent to http://schema.org/startDate) allows for  

an explicit conceptual representation and interpretation. 

A research from R. Roller et al. [RD60] on the benefits of Linked Data during Crisis Management 

shows that adopting a solution based on Linked Data for sharing data  burdens  its  user  with  

extra costs  in  the  short  run,  but  saves  resources  in  the  long run  by overcoming  

interoperability problems between  different stakeholders caused by the different legacy system. 

Furthermore enriching I-REACT data with existing Linked Data, such as geographic or demographic 

data, could be extremely in providing contextual information useful in order to better prevent and 

respond to disasters and crises, for instance by enhancing location information with the 

population numbers or the presence of specific building (i.e. hospitals, schools, train stations, ...)  

in area where an emergency event is occurring. 

Integrating contextual information and providing semantic mark-up can be particularly interesting 

for non-structured data present in I-REACT, like Social Media data, thus enriching its textual 

content with structured data that will be more easily processed by software and independent 

from the language of thee content.  
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Information available on Social Media is increasingly becoming a fundamental source for 

emergency situation awareness; in fact during a crisis, citizens share their own experiences, 

feelings and often critical local knowledge. 

 

The main Linked Data sources identified as relevant for I-REACT project consist of: 

 DBPedia for contextual information about cities such as total population, surface area 

extension or population density. 

 Geonames for obtaining a lists of cities and the presence of geographical features as river 

or lakes in a given area (by coordinates or by administrative regions) as well as the names 

in different languages of cities and geographic areas. 

 LinkedGeodata (exposing as Linked Data the information collected by the OpenStreetMap 

project) for obtaining lists of relevant building or infrastructures, like schools or hospitals or 

bridges in a given area (by coordinates). 

5.4 REVIEW OF AVAILABLE SEMANTIC SOLUTIONS FOR LINKED DATA STAGING AND 

EXPOSITION. 

This section presents a brief introduction on available technologies for staging and exposing Linked 

Data: RDF triplestores, NoSQL Databases and traditional Relational Database Management 

Systems (RDBMS). 

RDF triplestores save semantic facts in the form of subject -> predicate -> object using RDF. Unlike 

relational databases, triplestores provide schema flexibility and ease of data integration and 

querying, since the schema is intrinsically part of the data rather than requiring a separate schema 

definition like relational databases. Unlike document-oriented NoSQL databases and full-text  

search  engines,  triplestores  allow  for comprehensive  structured  queries allowing for the 

discovery of  new  facts  and  relationships. This kind of queries are known as inference queries 

and  triplestores  perform  this  feature by exploiting the semantic schemas associated to the data 

that provide formal definitions of the meaning for object and relationship types.  

Although offering advanced query capabilities, triplestores cannot be a substitute for databases 

since they are not designed for handling structured information (i.e. database tables or 

documents) since all data is fragmented into triples. Moreover, in the context of I-REACT a key 

feature for data storage is the capability of interacting with a geoServer and this feature is not 

possessed by triplestores. For this reason, triplestores were not considered among the possible 

solutions for data storage in Chapter 0. 

RDF has features that facilitate data merging even if the underlying schemas differ and supports 

the evolution  of  schemas  over  time  without  requiring  to transform or reload all  of  the  data. 

All data is represented in triples (also referred to as “statements”), which are simple enough to 

allow for easy, correct transformation of data from any other representation without the loss of 

data. At the same time, triples form interconnected data networks (graphs), which are sufficiently 
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expressive to represent complex data structures. Besides triplestores RDF Data can be exposed on 

NoSQL Document Oriented Databases and Relational Databases, although they often lack the 

support for SPARQL query language. These solutions can be interesting for exposing very large 

datasets of Linked Data (Big Linked Data), legacy datasets or when complex inference capabilities 

on the data are not needed. 

Document Oriented Databases (e.g. Mongo DB, DocumentDB) are designed for storing, retrieving, 

and managing document-oriented information, also known as semi-structured data. Document 

databases store all information for a given object in a single instance in the database, and every 

stored object can be different from every other. Documents in a document store are roughly 

equivalent to the programming concept of an object and are not required to adhere to a standard 

schema (like RDBMS data) and are not required to have all the same slots or properties. Typical 

documents formats are XML, YAML and JSON.   

In the last years, R&D community explored the use of NoSQL databases for handling large sets of 

Linked Data as RDF technologies are a promising solution for addressing the variety issue in Big 

Data by enriching data with metadata in order to simplify data access, discovery and integration. 

Mauroux et al[RD40], present an overview of NoSQL technologies and compare NoSQL stores for 

RDF processing with respect to standard RDF benchmarks (like Berlin SPARQL Benchmark or 

DBPedia SPARQL Benchmark). The paper conclusions evidence that distributed NoSQL solutions 

are competitive against native RDF triplestores especially for parallel data loading and for 

relatively simple SPARQL queries while more complex queries generally perform poorly on these 

systems. 

Relational databases are widely diffused in IT domain because of their efficiency in manipulating 

and examining the contents. Strategies for mapping relational data to RDF abound; among them 

there are two standards from W3C: 

 The Direct Mapping [RD41] defines an RDF Graph representation of the data in a relational 

database. It takes as input a relational database (data and schema), and generates an RDF 

graph that is called the direct graph. It can also be used to materialize RDF graphs or define 

virtual graphs (which can then be queried by SPARQL or traversed by an RDF graph API). 

 R2RML [RD64], a language for expressing customized mappings from relational databases 

to RDF datasets. Such mappings provide the ability to view existing relational data in the 

RDF data model, expressed in a structure and target vocabulary of the mapping author's 

choice. R2RML mappings are themselves RDF graphs and written down in Turtle syntax. 

The mapping is conceptual; R2RML processors are free to materialize the output data, or to 

offer virtual access through an interface that queries the underlying database, or to offer 

any other means of providing access to the output RDF dataset. 

Both standards could be applied to the RDBMS chosen for I-REACT Big Data Infrastructure 

(Microsoft Azure SQL), however R2RML approach provides a more flexible solution since it allows 

to better customize how the data should be transformed in to RDF. In fact, in the direct mapping 

of a database, the structure of the resulting RDF graph directly reflects the structure of the 
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database, the target RDF vocabulary directly reflects the names of database schema elements, and 

neither structure nor target vocabulary can be changed. With R2RML on the other hand, a 

mapping author can define highly customized views over the relational data. Different processors 

implementing the R2RML standard are already available in the market and in the Open Source (i.e. 

UltraWrap, r2rml-kit, DB2Triples). 

Another solution for exposing the information stored in I-REACT database takes advantage of one 

of the Microsoft Azure SQL features and obtains the results from DB queries formatted as JSON-LD 

(one of the possible serialization formats of RDF that encodes Linked Data using JSON notation). In 

Azure SQL Database the “FOR JSON” clause allows to format SQL query results as JSON text where 

column names (or aliases for column names provided in the query) are used as keys, while the cell 

values are generated as JSON values. By adding to the query results some additional metadata 

(“@context” and “@type” attributes) a well formed JSON-LD document is obtained as output. 

If for instance we have in the database an InFieldUserReport table containing as fields: 

id, lat_coordinate, long_coordinate, date, content, image, reportedEmergency, reportedDamage 

we could obtain a well formed JSON-LD document with the following query: 

 

SELECT 'http://ireact.org/context.json' as [@context], 'UserReport' as [@type], id as [@id],  

date, image, content, reportedEmergency, reportedDamage, lat_coordinate as 

[location.latitude], long_coordinate as [location.longitude]  

FROM InFieldUserReport 

WHERE id = 931 

FOR JSON PATH, WITHOUT_ARRAY_WRAPPER 

and, in this case, the obtained JSON-LD document would be: 

 

Figure 5-4 Query Result as JSON-LD 

http://ireact.org/context.json
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This example is based on the document “Getting started with JSON features in Azure SQL 

Database” from Microsoft Azure documentation [RD65]. 

Both the R2RML approach and the custom one based on Azure SQL JSON functionalities constitute 

viable solutions for I-REACT architecture, with the first one being more efficient for exporting large 

amount of data from the database  (i.e. for bulk export of all the database data as RDF) and the 

second one being more efficient for obtaining query based results at runtime (i.e. obtaining all the 

infield reports from professional users related to a specific emergency event ) as this solution 

doesn't require the usage of external components but is directly integrated in the RDBMS. 

The “Linked Data and Semantic Structure” component of I-REACT architecture will implement 

primarily the one based on Azure SQL functionalities as it better matches the request based 

interaction between this component and the Business Layer. However, the solution based on 

R2RML might be later implemented if in the Business Layer of the project new use cases, requiring 

the export of large quantities of database data, will be identified. 

5.4.1 CONTEXTUAL LINKED DATA STAGING IN I-REACT 

I-REACT architecture will include a RDF triplestore for hosting the I-REACT ontology  and a copy of 

the Linked Data sources that has been identified as relevant contextual information for enriching I-

REACT data (listed in 5.3). Such enrichment could happen when data from different geospatial 

sources and services in ingested in I-REACT architecture (in this case the contextual data is 

persisted with the data in the database) or dynamically on requests (in this case the contextual 

information is used to provide an enriched response to a specific query). The contextual 

information is related to the original data by means of a SPARQL query to the triplestore based 

either on an unique identifier stored in the DB (i.e. an URI identifying a city) or on geo spatial 

features (i.e. the coordinates of an area). 

The purpose of hosting a copy of such data is to achieve a robust architecture and not relying on 

external data sources that might not be available when needed (or be available with 

unsatisfactory time responses) and instead rely on internal resources. 

I-REACT triplestore is required to support the GeoSPARQL standard since the LinkedGeoData 

(among the relevant Linked Data source identified for I-REACT  the one with more complex geo 

spatial features) uses the GeoSPARQL vocabulary to represent OpenStreetMap data. 

The GeoSPARQL standard [RD66], from the Open Geospatial Consortium, supports representing 

and querying geospatial data on the Semantic Web. It defines a vocabulary for representing 

geospatial data in RDF, and defines as well an extension to the SPARQL query language for 

processing such data. 

5.4.2 TRIPLESTORES COMPARISON 

In this section a comparative analysis of different triplestores is presented. The comparison of the 

different technological solutions is based on 3 different  research works:  
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 the first one [RD71] presents a benchmark based on DBPedia  and evaluates different 

triplestores with respect to the query response time and scalability. This benchmark has 

been selected because DBPedia is one of the relevant Linked Data sources for I-REACT. 

 the second one [RD72] provides a comparison between triplestores, evaluating them with 

respect to data loading time, memory requirements and query response time. This work 

has been selected because it presents a comparison on different aspects of triplestores 

usage and not only query response time.   

 the third one [RD73] presents a benchmark for GeoSpatial RDF stores based on different 

datasets including DBPedia, GeoNames and Linked GeoData. This benchmark has been 

selected because involvesall the relevant Lined Data Sources for I-REACT and triplestores 

supporting geospatial information. 

The first two papers compare well known and widespread triplestores on standard querying 

features (SPARQL standard), while the third one compare triplestores that support geospatial 

querying features (geoSPARQL standard). 

M. Morsey et al [RD71] present a SPARQL benchmark, based on the DBPedia knowledge base, in 

order to compare different triplestore implementations by means of queries issued by users to the 

official DBPedia SPARQL endpoint.  The paper provides comparison results for the popular triple 

store implementations Virtuoso, Sesame, Jena-TDB, and BigOWLIM.  

 

Figure 5-5 Queries per Second (QpS) for all triple stores for 10%, 50%, 100%, and 200% datasets. 

Analysing the reported results (see Figure 5-5) Virtuoso shows the highest number of queries per 

second with a substantial higher performances compared  to  the  second  best  system  
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(BigOWLIM). Sesame is able to keep up with BigOWLIM for the smaller two datasets it 

considerably loses ground for the larger datasets while the performance of Jena-TDB is the lowest 

of all triplestores and for all dataset sizes.  

In order to assess the performance improvement or degradation of a certain triple store compared 

to its competitors (with respect to the dataset size growth) the authors, for each store, calculated 

the relative performance compared to the average one (of the 4 triplestores) and depicted it for 

each dataset size. The scalability comparison (see Figure 5-6) shows that Virtuoso demonstrates a 

better scaling factor compared to the other solutions.   

 

Figure 5-6 DBPedia SPARQL Benchmark (DBPSB) Scalability comparison 

 

M. Voigt et al. [RD72] present a comprehensive performance tests, with real-world data, with a 

selection of four up-to-date triple store implementations (Apache Jena, BigData RDF Database, 

OWLIM lite and Virtuoso) and in their conclusion state that it is indeed difficult to give a general 

recommendation as no store wins in every field (i.e. Virtuoso performs well with respect to query 

response time but not so well with respect to loading/ingestion time).  

Virtuoso and OWLIM LIte in the average performs better than other systems with respect to query 

response time. However Virtuoso performances come with a price, since it has substantially higher 

memory requirements. 
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Figure 5-7 Performance Comparison 

  G.Gabris et al. [RD73] present Geographica, a benchmark for GeoSpatial RDF stores (particularly 

relevant for I-REACT scenario since it involves querying over geospatial features) that uses real-

world data to test the geospatial functionality and compares the performances of some prominent 

geospatial RDF stores (Strabon, uSeekM, Parliament and Virtuoso). The benchmark uses publicly 

available linked geospatial data, covering a wide range of geometry types (e.g., points, lines, 

polygons). Such datasets include a part of DBpedia and GeoNames (referring to Greece) where the 

spatial information is limited to points as well as a part of the LinkedGeoData dataset which has 

richer geospatial information about the road network and rivers of Greece. The datasets include 

also the Greek Administrative Geography (GAG) and the CORINE Land Use/Land Cover (CLC) 

dataset for Greece that have complex polygons. 

The response time for the benchmark queries are presented in the following figure. 
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Figure 5-8 GeoSpatial Queries response time 

In most cases Virtuoso is the fastest system while Strabon comes second. Both System X and 

Virtuoso evaluated all queries by starting with the spatial part of the query, then continuing with 

the thematic part, and this is why their performance is affected more by the spatial selectivity of 

the query than by the thematic. 

5.4.3 I-REACT TRIPLESTORE SOLUTION 

The technological solution identified for I-REACT RDF triplestore is Virtuoso [RD67] since it is 

available as an Open Source component, presents on the average the best performances across 

different benchmarks (and supports GeoSPARQL). Moreover Virtuoso is the triplestore adopted by 

LinkedGeoData for its online demo [RD68], the Linked Data with the richer and more complex 

spatial information among the datasets selected for enriching I-REACT data.[RD65], the Linked 

Data with the richer and more complex spatial information among the datasets selected for 

enriching I-REACT data.[RD65]. 

As of Virtuoso 7.1 a number of major enhancements have been made to Geo Spatial support, 

improving the Geometry data types and functions supported, in compliance with the emerging 

GeoSPARQL and OGC standards.  
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5.5 OVERVIEW OF EXISTING SEMANTIC RESOURCES IN THE DOMAIN OF EMERGENCY 

RESPONSE 

The growing use of a variety of information systems in crisis management both by non-

governmental organizations (NGOs) and emergency management agencies makes the challenges 

of information sharing and interoperability increasingly important. 

Semantic interoperability is particularly important in the emergency management. In crisis 

management, different domain vocabularies are used by different crisis information systems and 

this presents a challenge to exchanging information efficiently, since the semantics of the data can 

be heterogeneous and not easily assimilated. 

Liu et al. [RD42] presents a review of existing ontologies for crisis management (see Figure 5-9 for 

a list of the identified resources). The paper identifies the subject areas covered by the concepts in 

these ontologies, the types of crisis management systems they address, and how these ontologies 

were designed and used. 

 

Figure 5-9: Emergency Response Resources by Subject Area. 

Among resources presented in the paper particularly relevant for I-REACT projects are 

vocabularies used for describing the disaster area and for capturing the type and level of damage. 

In terms of the disaster area, most of the vocabularies identified emphasise the classification of 

disasters. Disaster databases (e.g. EM-DAT [RD43]) categorise disasters into two typical groups: 

natural disasters and technological disasters. Within the ontologies capturing types of damage, 

two approaches are used.  
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The first approach (i.e. SoKNOS and IsyCri Damage ontologies) is providing a taxonomy of damage 

based on classification criteria, which include the type of object damaged, the aspect damaged 

(e.g. its functionality), the environment in which the damage occurs and its causes. The second 

approach (i.e. HXL [RD44] standard or MOAC ontology [RD74]) is focusing on defining concepts for 

expressing more specific types of damage (e.g. damages to humans). 

In the conclusions authors evidence the lack of a common vocabulary or standard for the domain 

and consider that achieving the consensus across all the stakeholders in the domain is a significant 

although hard goals to meet. 

Zavarella et al [RD45], present an Ontology-Based Approach to Social Media Mining for Crisis 

Management. The paper explores the mapping of emergency domain model with standard 

ontologies in the field where crowd-sourced content is automatically augmented with a shared 

structured representation, in accordance with the Linked Open Data principles. 

5.5.1 RELATED EUROPEAN PROJECTS 

Several research projects have been founded by EU in the last years in order to explore the 

contribute of Social Media in the field of Emergency response (e.g. EmerGent, Cosmic, Slándáil) 

and can provide I-REACT with valuable resources and guideline in the task of retrieving and 

integrating Social Media contents in I-REACT knowledge base. 

EmerGent [RD46] project overall objective consists in understanding the positive and negative 

impact of social media in emergencies in order to enhance the safety and security of citizens 

before, during and after emergencies and strengthen the role of European companies supplying 

services and products related to EmerGent’s results. From this, still ongoing, project I-REACT will 

learn insights for refining its own ontology (the first version of I-REACT ontology is presented in 

this deliverable) specifically on the topic of Social Media. Emergent Project in fact recently (July 

2016) presented a paper (“Design of an Ontology for the Use of Social Media in Emergency 

Management”, not yet published) at the 13th International Conference on Web Based 

Communities and Social Media. In this paper a semantic data model was presented as a domain 

overlapping link for connecting information from social media with data relevant in emergency 

situations. 

Cosmic [RD47] project aims at providing a set of guidelines for citizens, government authorities, 

first responders and industry for the most effective use of ICTs to aid citizen security during crises. 

I-REACT will take advantage of the final “Guidelines for the use of new media in crisis situations” 

[RD61] both for the process of harvesting social media as a source of information and for designing 

the process of communication with the population through the usage of new media during 

emergency events. In particular in these guideline the project developed a set of key principles 

(referred to as ‘AID’) to  be followed: 

 Acknowledging the fact that civil society can be trusted; 

 Increasing the ability of civil society to take responsibility for further guarding its own well 

being; 
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 Developing the capacities of public authorities for adapting to social media use by civil 

society. 

The aim of project Slándáil [RD48] is to design and develop an intelligent information gathering 

and processing system which provides information about public distress to emergency services. 

The project will use information from different social media channels – text, visual and audio – to 

help provide warnings about major impending disasters, both natural and man-made. I-REACT 

project will take advantage of the guidelines presented in publications of this project in order to 

design the process of harvesting social media data and the module for analysing and enriching 

them. Relevant insights for this purpose can be found in “Propagating Disaster Warnings on Social 

and Digital Media” [RD62] where  information extraction techniques, (bag of words model, web 

and social media search and time series analysis) are presented and discussed, and from "Modes 

of Communication in Social Media for Emergency Management" [RD63] describing how social 

media were used during the flood 2013 in Central Europe and what differences in use appeared 

among different kinds of media. 

Another relevant resource that can be reused from Slándáil project is a multilingual disaster 

lexicon. The Slándáil project team created a dedicated wiki (available at 

http://slandailterminology.pbworks.com/) with a disaster lexicon in the three languages (English, 

Italian and German) displaying all the terms relating to the concept fields of emergency 

management, natural hazards and people in emergencies, which were extracted from domain 

textual corpora. 

  

http://slandailterminology.pbworks.com/
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6 I-REACT SEMANTIC MODEL 

6.1 I-REACT ONTOLOGY  

This section presents the Ontology developed in I-REACT for representing types, properties and 

values of the data stored I-REACT Big Data Architecture (both for offline and online building 

blocks) in order to expose it as Linked Data. Database objects (table entries or query result set), 

fields and field values will be mapped to Ontology concepts, relations and properties (using their 

URIs) thus providing an explicit and unambiguous meaning to the data. The Semantic Model is 

applied both to unstructured data (as Social Media) and structured data (as sensor measurements, 

maps, reports form external services and I-REACT users). 

The developed Ontology draws inspiration from existing semantic resources in the domain of 

emergency response, adapting them to the specific context of I-REACT (in particular the MOAC 

ontology [RD74] and EMDAT classification [RD43] for what concerns Hazard and Damage types) as 

well as from processes and concepts emerged from I-REACT Workshop hold on 14-15 September 

2016, in Paris, at UNESCO headquarters (detailed in I-REACT Deliverable D2.2 [RD76]) for what 

concerns the Communication Process, the Risk Management and the Exchanged Information.  

The workshop involved emergency responders, relevant stakeholder, selected international 

advisors and I-REACT system developers in order to provide substantial feedbacks on how the 

system should be conceived, designed and developed in order to better tackle the hazards at 

stakes (mainly floods and wildfire) and how to bridge the existing gap between innovative 

solutions and end users in the field of Disaster Risk Reduction (DRR). 

Figure 6-1 reports the top level concepts of the ontology and the relations existing between them. 

Each of the concept actually represents a hierarchy of sub-concepts (with relations and properties) 

and will be further detailed in the followings of this section.    

 

Figure 6-1 Ontology Top Level Concepts and their Relations 

A Communication Process involves two or more Actors, has an explicit Objective, occurs on a 

specific Channel and provides support to a phase of the Risk Management Process. The 

Communication Process concerns a Hazard Event, with a related Damage Type and Target, 
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estimated through a Risk and Damage Degree (High, Medium or Low) and involves Exchanged 

Information. 

The Communication Process, the Communication Objective and the Communication Channel 

concepts are detailed  in Figure 6-2. 

 

Figure 6-2 Communication Process Detail 

The hierarchy of Communication Actors is depicted in Figure 6-3.  

 

Figure 6-3 Communication Actors 

 

Risk Management Phases are reported in Figure 6-4. 
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Figure 6-4 Risk Management Phases 

The Exchanged Information concepts represents all the data collected from I-REACT sources 

(geospatial sources and services, infield reports and user generated contents) and generated by I-

REACT Risk Management and Communication Processes. The ExchangedInfo by means of specific 

Ontology relations and properties reports an HazardEvent and the related Damage Type and 

Damage Target. The following Figure represents the detailed hierarchy of the different Exchanged 

Information types.  
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Figure 6-5 ExchangedInfo details 

Figure 6-6 represents the InField Report (from the ExchangedInfo hierarchy) detailing on its 

relations and properties (i.e. its validation state, the allowed content types or the content 

provider). 

 

Figure 6-6 InField Report detailed view 

The Hazard Event represents the different types of Hazard relevant for I-REACT, it can detail the 

risk and the level of a specific Damage and specifie (by means of Ontology Relations and 

Properties) the start and end date of an event, its location and specific features related to the 
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hazard like the water level, speed and volume for floods or the wind speed for storms. Figure 

6-7represents the detailed hierarchy of the Hazard Events. 

 

Figure 6-7 HazardEvent hierarchy 

The Damage Type concepts details the different types of damages related to an Hazard Event 

while the Damage Target concepts details on the possible type of damages. Damages can be 

referred to Infrastructures, Persons or Flora and Fauna and can detail the degree of the specific 

damage (as a percentage), the estimated damage values (with a monetary value) and if the losses 

are covered by an insurance or not. Figure 6-8 details Damage Type concepts and Figure 6-9 

Damage Targets.  

 

Figure 6-8 Damage Type Hierarchy 
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Figure 6-9 Damage Target Hierarchy 

 

The Scoring concept is used to represent estimates, states or rankings from users as a finite set of 

enumerated values (like  Degree, Importance, Quality, Validation State).  Figure 6-10 provides a 

representation of them. 

 

Figure 6-10 Validation State, Degree, Importance, Quality 

The current version of the Ontology is available online [RD75]. Such Ontology is likely to further 

evolve and be enriched during the project life span as new requirements and needs emerge; a live 

and updated version of the Ontology will be hosted in I-REACT RDF triplestore.  
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6.2 SEMANTIC AND LINKED DATA LAYER   

In this section we describe the role of the “Semantic and Linked Data Layer” Block within the Big 

Data Architecture (Figure 6-11). 

 

Figure 6-11 Big Data Architecture (including RDF triplestore) 

The “Semantic and Linked Data Layer” Block has three main tasks to perform: 

 exposing the information collected in the database as Linked Data, either for presenting 

selected parts of it on the web or for further processing and analysis by the Business Layer 

(i.e. to be processed by standard semantic tools or ingested in a triple store for inference 

purposes)  

 providing semantic search functionalities (e.g. searching for all User Reports referencing a 

Flood HazardEvent - thus searching for a given concept and its subtypes, in this case 

Coastal Flood, Flash Flood and Riverine Flood) 

 facilitating the linking between I-REACT data stored in the database and the contextual 

information stored in the RDF triplestore (both at ingestion time and at query time) 

Concerning the exposure of the information stored in the database as Linked Data, as previously 

introduced (in Section 5.4) a solution based on JSON features of I-REACT RDBMS (Azure SQL 

Server) will be implemented in order to expose data in JSON-LD format. 

6.2.1 JSON-LD FORMAT 

JSON-LD [RD53] is a W3C Recommendation and consists in a JSON-based format to serialize RDF. It 

is primarily intended to be a way to use Linked Data in Web-based programming environments 

and to build interoperable Web services that expose Linked Data. It is a standard RDF serialization 
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format and standard tools exists (i.e. rdfconverter [RD54] or easyrdf converter [RD58]) for 

converting it to other serialization formats like Turtle, N-Triples or RDF/XML. 

A JSON-LD document is a standard JSON document enriched with additional contextual properties 

(primarily @context, @type and @id). The data model used for JSON-LD is a labeled, directed 

graph. The graph contains nodes (either values or JSON objects) which are connected by edges 

(JSON properties). 

The main additional property is @context that provides mappings from JSON elements to a 

semantic model. The context links properties in a JSON document to concepts and relations in an 

ontology. A context can be embedded directly in the JSON-LD document or put into a separate file 

and referenced from different documents. 

@type property is used to associate a semantic type (i.e. a concept from an ontology) to JSON 

objects; @id is used to uniquely identify with an IRI things that are being described in the 

document. 

A JSON-LD document is always a valid JSON document. This ensures that all of the standard JSON 

libraries work seamlessly with JSON-LD documents. 
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6.2.2 EXAMPLE OF I-REACT DATA AS JSON-LD 

In this section we present an example of JSON-LD document relative to I-REACT data stored in the 

database along with the details of the mapping from JSON elements to I-REACT ontology. 

A JSON-LD document describing a possible I-REACT UserReport was introduced in section 5.4 (see 

Figure 5-4).  

In that example the @context element that details the mapping between JSON properties and 

objects and URI from an ontology was referenced but not explicitly specified. An explicit version of 

such element is reported in the following figure. 

 

Figure 6-12 @context: Mapping JSON properties to ontology elements 
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6.2.3 GEOJSON AND JSON-LD 

Since geoJSON may be an important format for I-REACT data representation in this section we 

detail the relations between geoJSON and JSON-LD although a final decision on the maps format 

used in I-REACT will be explicated in Deliverable D2.5 “Report on design of Data Interfaces”.  

Data in geoJSON format will be saved as it is in the database and as the other information it will be 

enriched by the “Semantic and Linked Data Layer” module with @context and the other additional 

JSON properties in order to transform it into a well formed JSON-LD document. Such a document 

it is an ordinary GeoJSON document as well as linked data. 

The geoJSON working group is currently working on an official JSON-LD mapping [RD69] and when 

it will be officially released, it will adopted and used in I-REACT. In the meantime a @context 

mapping based on their work in progress [RD70] will be used. 

 

Figure 6-13 @context for geoJSON 
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